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1 Introduction

In this whitepaper we discuss state-of-the-art concepts and best practices of
quantization aware training with respect to custom network accelerator designs
on FPGA. We first discuss the most commonly accepted approach in simulat-
ing network quantization during training so that models learn how to adapt to
the discrete quantization levels from the target hardware. Secondly, we summa-
rize the different aspects of quantizer design and their consequences towards the
target accelerator implementation. We limit our discussion to integer only infer-
ence to avoid costly and energy hungry floating point calculations. Next to that,
we only discuss image classifiers and object detectors, since these are currently
most relevant. Thirdly a list of different quantization toolkits in TensorFlow
and PyTorch is presented with their pros and cons.

2 The process of quantization aware training

In this section, the common approach for quantization aware training is de-
scribed, which is followed by many works. The core idea is to mimmic the
quantization behavior of the target hardware within a floating point based
training scheme. This is done by inserting so called fake quantization nodes
into the training graph. The whole training aware quantization procedure can
be summarized in the following steps:

1. Train the network with full precision floating point numbers

2. Insert fake quantization nodes Q into the pre-trained training graph (e.g.
Figure 1)

3. Fine-tune the network for a number of epochs until the network’s accu-
racy has been restored. Note that the gradients still update full precision
floating point weights during fine-tuning.

4. Create the target inference graph by removing the Q nodes and effectively
quantizing the weights.
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Figure 1: Typical convolution layer followed by an activation (left). Quantized
version of this network (right).

Depending on the bit depth of the bias parameters and the accumulator
in the target convolution engine, optional Q nodes in Figure 1 are inserted.
Quantization aware training proposed by Tensorflow and Tensorflow Lite [9,
11] for example does not use the optional nodes since they assume the target
hardware uses 32-bit integers for their bias and accumulator, which do not
require quantization aware modeling. Most custom accelerator designs however
try to avoid large bit widths in any part of the network. Therefore, nodes
should be inserted after every operation and the optional nodes in Figure 1
become required [10].

3 Fake quantization node

In this section we discuss a typical design of a fake quantization node. The
quantization node is called fake because it simulates integer quantization using
floating point calculations. It is typically implemented by a quantization step
followed by a de-quantization step (Equantion 1)

Qfake(x) = D(Q(x)) (1)

Where Q is a quantization operator that will project the floating point values
in x to discrete values representable by the target accelerator and D is a de-
quantization operator that will revert the quantized values back to floating point
values within the same range as input x.
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3.1 Example design

3.1.1 Forward pass

Equation 2 gives a typical example of a symmetric linear fake quantization node
Qfake.

Qfake(x, s, b) =
s

2b−1
clamp(round(

2b−1x

s
),−2b−1, 2b−1 − 1) (2)

Where:

• x is a floating point input tensor

• s is a scale factor that represents the upper and lower number boundary
of tensor x

• b is the number of bits to quantize to

• round(·) is a rounding operator

• clamp(x,min,max) is a clamping/clipping operator that saturates x within
range [min,max]

The first term s
2b−1 represents the de-quatization step while the remainder

of the equation represents the quantization step. If for example b = 8 and s = 1,
Equation 2 will result in

Qfake(x, s = 1, b = 8) =
1

128
clamp(round(128 · x),−128, 127) (3)

The output of Qfake(x, s = 1, b = 8) will be floating point numbers, but their
values are restricted to 256 discrete levels symmetrically distributed around zero
(hence the term symmetric quantizer). Also values outside [−s, s] = [−1, 1] are
saturated to [−1, 1].

Scale factor s is a configuration parameter which needs to be determined de-
pending on the number range of x. It’s value needs to be chosen carefully since
it will determine the balance between precision and range. Choosing a small s
limits the dynamic range in favor of a smaller quantization error. Choosing a
larger s will introduce a larger quantization error in favor of a larger number
range. If x is a weight tensor, s often equals max(|x|). If x is a feature map ten-
sors, s is often determined by using the moving average value of some observed
feature map statistic during training. The representation of s and choosing its
value is further discussed in section 4.6.

3.1.2 Backward pass

The gradient of a round function as in Equation 2 is zero almost everywhere,
which makes gradient descent based optimization though round operators and
hence trough fake quantization nodes impossible. Since all modern neural net-
works are trained with gradient descent based methods, the common solution
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STE

Figure 2: Identity function (left), round function (center) and round function
using the STE in the backward pass.

to this problem is to use the Straight Trough Estimator or STE [1] principle for
such non-derivable operators. The STE simply bypasses the round operator in
the backward pass, passing its incoming gradient on to the next operator as an
estimate. Research has shown that this is a simple, yet very effective way of
implementing non derivable functions. Figure 2 illustrates the transfer function
and its derivative of an identity function, a round function and a round function
using the STE principle.

4 Aspects of training aware quantization

4.1 Dealing with scale factors in a network accelerator

In section 3.1, we described an example of a symmetric fake quantization node
which uses a single scale factor s to determine the balance between the quanti-
zation range and quantization error. This node is inserted at different locations
into the training graph before fine-tuning. After fine-tuning, we are left with
floating point weights and biases that can be safely quantized to integers with-
out harming the network performance. However, these weights and biases still
assume that scale operators s are present in the network graph. To avoid the
need for implementing all these scale operators in the target accelerator, we
merge as many scale factors together as possible. This process is illustrated
by the following math example of a fully connected layer. We describe a fully-
connected layer for simplicity rather than a convolution layer, but the principle
stands for both cases. Equation 4 gives the floating point calculation of a single
output value yf from an input vector xf , weight vector wf with length N and
bias value bf .
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yf =

N∑
xfwf + bf (4)

Equation 5 gives the linear symmetric fake quantizer model presented in
section 3.1 in a simplified version where a quantized tensor xq (created by the
round and clamp operations) is multiplied by a scale factor sx to get to the
de-quantized value xf .

xf = sxxq (5)

If we insert this simplified form into the equation of the fully-connected
computation, we get

(syyq) =

N∑
(sxxq)(swwq) + (sbbq) (6)

The quantized training process will take place in this form, where the sy, sx, sw, sb
are the quantizer scale factors of the output, input, weights and bias respec-
tively. After training, we merge the scale factors together to avoid unnecessary
computations on the target device. This could look like:

(syyq) = sxsw

(
N∑
xqwq +

sb
sxsw

bq

)
(7)

yq =
sxsw
sy

(
N∑
xqwq +

sb
sxsw

bq

)
(8)

Equation 7 will produce the exact same results as Equation 6. The final
quantized output is given by Equation 8. We can merge the term sb

sxsw
into the

quantized bias bq prior to inference in case it is representable by the number of
bits used for the bias. To get the final quantized output, we still need to multiply
the output of the computation with sxsw

sy
, which is a post scaling factor that is

still required in the target accelerator design. We could merge this term into
the weights, but since practical applications require low bit-width weights for
energy efficient computation, the dynamic range of the weights is usually too
limiting. Therefor, a post scaling of the output is recommended. If however the
scale factors are constrained to powers of two during fine-tuning, a simple shift
operation on the output will be sufficient.

4.2 Symmetric versus Asymmetric quantization

Equation 5 in section 4.1 described a symmetric quantization scheme where
a single scale factor maps the quantized value onto the floating point value.
However, the downside of symmetric quantization is that the center value of
the quantized dynamic range is always zero. In case the center value of the
data distribution that needs to be quantized is non zero, a considerable portion
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(a) Symmetric quantization (b) Asymmetric quantization

of the range might be unused. Figure 3a gives an example of 8-bit symmetric
quantization where the quantized dynamic range is [−128, 127] and the center
of the data distribution is slightly above zero. Therefore quantization levels
close to -128 are unused. Asymmetric quantization adds a bias factor zx to
the quantization scheme (Equation 9), to optimally distribute the quantization
levels for non zero centered data distributions.

xf = sx(xq − zx) (9)

Figure 3b illustrates the idea. An asymmetric quantization scheme however
has consequences on the final computations needed during inference on a target
accelerator. Equation 10 gives the computation of a fully-connected layer with
the asymmetric quantization scheme from Equation 9 plugged in.

sy(yq − zy) =

N∑
sx(xq − zx)sw(wq − zw) + sb(bq − zb) (10)

= sxsw

(
N∑

(xq − zx)(wq − zw) +
sb
sxsw

(bq − zb)

)
(11)

= sxsw

(
N∑

(xqwq − zwxq − zxwq + zxzw) +
sb
sxsw

(bq − zb)

)
(12)

= sxsw

(
N∑
xqwq − zw

N∑
xq − zx

N∑
wq +Nzxzw +

sb
sxsw

(bq − zb)

)
(13)

yq = zy +
sxsw
sy

(
N∑
xqwq − zw

N∑
xq − zx

N∑
wq +Nzxzw +

sb
sxsw

(bq − zb)

)
(14)

The final quantized output as it is calculated by the gemmlowp [8] library
is given by Equation 14. This looks way more complicated than the case with
the symmetric quantization (Equation 8) and requires some additional com-

putations. Terms −zw
∑N

xq and −zx
∑N

wq sum up all the elements in xq
and wq respectively and scale the result with zw and zx before adding them to
the kernel multiplication result. Term Nzxzw is just a constant which can be
optionally added to the bias.
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Although asymmetric quantization might look unnecessary for weights, since
most networks tend to develop symmetric zero centered distributions [17], there
are a number of cases where rather highly non centered distributions are present.
One example are sparse networks like MobileNet which tend to develop rather
non standard distributions [11]. For these networks, asymmetric quantization
can make a large difference in accuracy, especially if the bit-depth is low.

4.3 Signed versus unsigned data types

The symmetric quantizer design presented in Section 3.1 usually uses a signed
data type to represent the quantized tensor values, since weights and feature
map data both have positive and negative values. The scale factor however can
be represented using an unsigned value, since it only rescales the data without
affecting the sign. In the case of an asymmetric quantizer, the quantized values,
the scale factor and the zero point can all be represented with an unsigned type.
Equation 15 gives an example of how the gemmlowp [8] library represents its
internal values.

yint32 = suint8 ∗ (xuint8 − zuint8)int16 (15)

Here, the subtraction (xuint8 − zuint8) is stored as a signed 16-bit integer
and the final scaled result is represented with a signed 32-bit integer. Thanks
to the zero point, negative values can be represented as well. The advantage of
using unsigned values here is that all bits can be dedicated to precision without
sacrificing one bit for sign.

There is also a use-case where unsigned data types are useful in a symmetric
quantizer design. The output activations of ReLU or ReLU6 activation func-
tions are always greater or equal to zero. This means that a symmetric quantizer
node following a ReLU or ReLU6, can use unsigned data types for its tensor
too. Again, the advantage here is that all bits can be dedicated to precision.

Mixing signed and unsigned calculations in a symmetric accelerator design
can more efficiently distribute available quantization levels. As with asymmetric
quantization, this however can complicate the hardware design significantly.

4.4 Per layer versus per channel quantization

Up until now, we assumed a single scale factor (and zero point) for a whole
tensor, whether the tensor is a feature map or parameter data. This is commonly
referred to as per layer quantization or scalar quantization. A number of works
also suggest using per channel quantization or vector quantization [4, 7, 11]
which allocates a scalar and zero point for each channel in the tensor that needs
to be quantized. Like asymmetric quantization is to symmetric quantization,
per channel quantization is another relaxation technique to better adapt to the
different data distributions found in a neural network. This is again particularly
useful for sparse networks like MobileNet. Table 1 and 2 in [7] report a large
difference in per layer (scalar mode) and per channel (vector mode) mode for
MobileNetv2 and MNasNet.
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Figure 4: Activation and weight distribution of the second layer of GoogleNet
(image from [17])

4.5 Uniform versus Non-uniform quantization

In section 3.1 we discussed a linear symmetric quantizer. Linear or uniform
refers to evenly distributed quantization levels among a given range. Uniform
quantization schemes are preferred because of their simplicity and can be imple-
mented in a straight forward way into hardware. Since weight and feature map
data tends to be non-uniformly distributed as depicted in Figure 4, a number of
works [4, 6, 13, 19, 20] propose to use quantization schemes with non-uniformly
distributed quantization levels that more or less follow the expected distribu-
tions. If for example more quantization levels are located close to zero and less
levels are located close to the range boundaries for weights, a more efficient
precision/range balance can be achieved resulting in better accuracies. Cov-
ell et. al [4] experiment with different methods to model weight distributions
and come up with a set of quantization levels that matches the distributions as
close a possible. Proposed techniques include 1D K-means clustering, where the
K cluster centers represent the quantization levels. Another technique creates
discredited histograms of the weights per layer. A cumulative version of this
histogram is then used to create a mapping function between the weights and
their respective quantized values.

Another reason for preferring a non-uniform quantization scheme is due to
hardware considerations. One of the most popular schemes is the powers-of-
two scheme, since this scheme has the potential to replace all multiplications
with shift operations. Zhou et al. [20] propose a training scheme where they
incrementally replace floating point weights by powers-of-two weights during the
fine-tuning procedure. Another work proposes to use a sum of two powers-of-
two terms [13] to achieve more quantization levels close to the upper boundary
(Figure 5).

Faraone et al. [6] propose to use a Reconfigurable Constant Coefficient Mul-
tiplier (RCCM) instead of the bulky DSP multipliers in their FPGA imple-
mentation. RCCMs multiply numbers merely by shift and addition operations.
They propose a method to estimate the RCCM design based on a coefficient set
that matches the distribution of the floating point weights as close as possible.
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Figure 5: Linear vs. Powers-of-two vs. Additive-powers-of-two (Figure from
[13])

4.6 Representing and determining quantizer parameters

Symmetric quantizer nodes have a scale factor s and asymmetric quantizers
have an additional zero point z that needs to be determined during the training
process. Next to that, also their representation is important to think about.
Do we allow these quantizer parameters to take on any continuous value during
training, or do we restrict their possible values to a discrete set of values like
for example powers of 2? This is important since it influences the accelerator
design. If s and/or z would be allowed to have any floating point value, the
accelerator would also be required to support floating or near floating point
additions and scalings.

4.6.1 Representation

The physical representation of quantizer parameters is a full precision floating
point, just like all other parameters during training. Depending on the speci-
fications of a target accelerator however, the allowed values can be limited. In
literature, we find the following proposals:

• Full floating point values [13]

• Dynamic fixed point values (integer scale + shift operation) [9]

• 8-bit values [6]

• Powers-of-two (shift operation) [10]
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Dynamic fixed point is proposed by [9] as a 32-bit or 16-bit integer with an
additional shift operation for scale factors. Since this representation approx-
imates full precision floating point numbers well, full precision floating point
parameters can be used during training.

4.6.2 Determining parameters

Parameters s (and z) are determined by estimating the best upper and lower
bounds of the incoming data of the quantizer node. A good estimation will
select the best trade-off between resolution and range. For example if the upper
bound of a tensor will be chosen to be 3.0 and the lower bound will be -2.0 and
our quantizers resolution is 8-bit, than we have to estimate s and z so that 127
represent 3.0 and -128 represents -2.0.

Different techniques exist for estimating quantizer parameters (both for
weights and feature maps):

• The Exponential Moving Average or EMA of observed minimum and max-
imum [9, 11, 12]

• Constants: s = 1, z = 0 [21, 15]

• Minimise Kullback Leibler-divergence [14]

• Trainable parameters [10, 7, 13, 3, 16]

Although more and more recent works are advertising trainable quantizer
parameters, the most popular technique is using an EMA of some observed
tensor statistics like minimum and maximum value. This procedure is usually
done during the first part of the quantized training procedure. After a while,
the moving averages are frozen when they are stabilized.

Some works also use use 1 for s and 0 for z [21, 15]. This completely elimi-
nates scaling in the target accelerator which is the ideal case. The consequence
however is that all layers haves the same scale: all values have to be within range
[−1, 1]. This works since these publications train their models from scratch, so
they can develop weights that only work on a single scale. If however one starts
fine-tuning from a pre-trained float model, tensor ranges are usually different
among layers and/or channels. It has also been proven that quantization-aware
fine-tuning gives better results than quantization-aware training from scratch,
which makes techniques with scale 1 and offset 0 less preferable.

Some recent works use trainable quantizer parameters. [10] uses trainable
powers-of-two scale factors (z=0). This is implemented by optimizing the term
ceil(log2(s)) together with the weights, that forces s to powers-of-two, where
s is the floating point scale factor. After a few number of iterations when the
scale factors are stabilized, all scale factors are frozen and fine-tuning of only
the weights continues.
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4.7 Folding batch normalization layers

Batch normalization layers are very popular in convolutional networks to dras-
tically speedup the training process and to achieving better accuracy. During
inference they are nothing more than additional overhead and therefore their
parameters are usually folded into the preceding convolution layer. The folding
process simply re-scales the weights of the convolution and modifies its bias as
given by Equations 16 and 17.

wfold =
γw√
σ2 + ε

(16)

bfold =
(b− µ)√
σ2 + ε

γ + β (17)

µ, σ, w and b are the running mean, running standard deviation, original
weights and bias respectively. γ and β represent the trained parameters of the
batch normalization layer. If this folding process is done after quantization
aware fine-tuning without considerations, accuracy degradation might occur.
Therefore, Krishnamoorthi et al. [11] proposes to simulate the folding process
during training so that folding afterwards does not change the accuracy. During
fine-tuning, their method calculates the folded weights and bias, applies quan-
tization to the folded parameters and then performs the convolution with the
quantized folded parameters. In the beginning of the fine-tuning process, they
use batch statistics µB and σB for calculating the folded parameters, rather than
the running statistics to preserve the regularization effect of batch norm. After a
number of epochs, the simulation switches to the running statistics which stops
the regularization effect of the noisy batch statistics. The fine-tuning process
continues for an additional number of epochs. To be able to calculate the batch
statistics µB and σB during the first phase, a second convolution layer for each
convolution layer in the network is added, which is solely used to generate a
tensor for calculating µB and σB for each layer. The second convolution can be
removed after fine-tuning. See section 3.2.2 in [11] for more details.

Li et al. [12] argue that fine-tuning with batch statistics is unnecessary. They
even propose to also not update the running statistics during the quantization
aware fine-tuning process and just use the final running µ and running σ from
the floating point training process. In this case, adding a second convolution
during the fine-tuning procedure is unnecessary.

4.8 Non parameter layers

Until now, we only considered parameter layers in quantization aware training/fine-
tuning. In this section we will discuss element-wise addition, concatenation and
leaky ReLU which might need some special handling. Figure 6 gives an example
of an element-wise addition during quantization-aware fine-tuning and inference
as proposed by [11] (first row) and [10] (second row). In case both inputs are
produced by quantizer nodes with different scale factors, we have to correct the
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Figure 6: Element-wise addition with separate quantizer parameters (first row)
as proposed by [11] which also requires scaling at the inputs during inference
and shared quantizer parameters as proposed by [10] (second row) which does
not require input scaling. Red numbers represent quantized values while black
numbers represent floating point numbers.

inputs when the quantizer nodes are removed during inference before we can
sum them. In the example on the first row in Figure 6, the element-wise addi-
tion is quantized with linear symmetric quantizer nodes. Floating point values
6 and 2 are added which equals 8. Their quantized equivalents, depicted in red
and produced by dividing the float value by the scale factor, are 12, 1 and 2
respectively. Since 12 + 1 6= 2, we need to scale the inputs to correct the sum-
mation. We can simply take the quantizer scale factor to do this. To eliminate
an additional output scaling, we divide the input scaling factors by the output
scale factor resulting in s1

s3
and s2

s3
, which gives the expected quantized output

value 0.125 ∗ 12 + 0.5 ∗ 1 = 2. Note that these scale factors should be able to
be representable by the target hardware in order to get the correct result. One
might be able to fuse these input scalings into the preceding layers, but this
might not always be possible. Alternatively, Jain et al. [10] propose sharing
quantizer parameters among fake quantization nodes preceding an element-wise
addition. In this case all inputs have the same scale and a single output scale
during inference is sufficient. The second row of Figure 6 illustrates an example.

Note that the bias add operation after a convolution is also a case of element-
wise addition and should be treated in the same way.

This principle also holds for concatenation layers, where the channels of the
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resulting tensor should have the same scale.
Leaky ReLU: TODO

5 Aggressive quantization

Recent works try to focus on more extreme quantization cases as low as 4-bit
(refs needed), 2-bit (refs needed) (ternary) and even 1-bit (refs needed) (binary).
Lower precision means requiring less memory, less memory bandwidth and also
offers potential for low energy accelerator designs [15]. Aggressive quantization
roughly follow the same principles discussed before, but often requires additional
technologies to be able to restore the accuracy, which will be discussed in this
section.

5.1 Progressive quantization

Progressive quantization tries to reach higher accuracy for low bit-width neural
networks. Instead of directly quantizing a network from its floating point version
towards its target precision, progressive quantization will gradually decrease the
number of bits used until it reaches the target precision. If we for instance want
to quantize a network to 4-bit, we first fine-tune the network at 8-bit starting
from the floating point network, then we go to 5-bit to finally arrive at 4-bit.
For every decrease in number of bits, we fine-tune the network to restore its
accuracy. This results in a longer training time in the end, but it pays of in a
better recovery of the accuracy.

Next to gradually decreasing the precision, progressive quantization can also
mean that parts of the network are fine-tuned progressively rather that the
overall bit-depth. Zhuang et al. [22] also propose to first quantize the weights
while using floating point activations during the first fine-tuning stage, followed
by quantizing both the weights and activations in a second stage. Park et al. [16]
exploits this idea even further and progressively freezes weights in sensitive layers
while fine-tuning the less sensitive layers. Park et al. [16] combine the ideas
described above to achieve state-of-the-art 4-bit MobileNets. Their training
steps are summarized in table 1.

5.2 Mixed precision

The work described earlier always uses the same bit-depth for all weights or all
activations. A number of works [2, 5, 18] explore the idea of giving certain layers
a lower number of bits to work with than others. The main idea is that some
layers are more sensitive to aggressive quantization than others, especially in
sparse networks. The challenge here is to determine which layers should get what
quantization level to get the best trade-off between overall size and accuracy.
Different approaches are proposed going from architecture search [18] to a simple
optimization problem [2]. Cai et al. [2] compare the output of the full precision
network against the output of the same network where one layer is quantized
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Step weights activations trained weights (%) Num. epochs
1 float 8-bit 100% 15
2 float 5-bit 100% 15
3 float 4-bit 100% 15
4 8-bit 4-bit 100% 15
5 5-bit 4-bit 100% 15
6 4-bit 4-bit 100% 15
7 4-bit 4-bit 66% 15
8 4-bit 4-bit 33% 15

Table 1: Progressiv training stages from Park et al. [16]

Figure 7: Kullback-Leibler based layer sensitivity measurement (image from [2])

while both networks get the same input (Figure 7). Based on the difference
in the output distributions (measure by the Kullback-Leibler divergence), the
sensitivity to quantization of that specific layer can be categorized. In case the
difference is small, this layer can be quantized to a lower precision. In case the
difference is large, this layer should be quantized to a higher precision. Based
on a given memory budget, an optimal solution can be chosen.

5.3 Knowledge distillation

TODO: also include paper of CVPR here

6 Alternative approaches

6.1 Avoiding the Straight Through Estimator

TODO
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6.2 Data encoding

TODO: Talk abount huffman encoding for weight compression [20]

7 Frameworks

TODO

8 Conclusion

TODO
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